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Abstract

Somalia is one of the poorest countries in the world despite being one of the largest recipi-
ents of humanitarian aid. Thus, it is crucial to evaluate the impact of aid to support future
interventions. However, considerable challenges exist in researching poverty-related is-
sues because of data scarcity in Somalia. Due to safety concerns regarding civil conflict,
previous studies have relied on a small number of surveys to examine Somalia’s poverty,
generating inconsistent results, as many regions are inaccessible due to military groups.
Hence, the lack of data makes it difficult to evaluate the effect of intervention on poverty
levels. In contrast, this study uses satellite data and machine learning to address these
challenges in two ways. Firstly, we use an imputed poverty estimate of all settlement
areas, including conflicted regions. Secondly, it uses satellite data in a machine-learning
framework to account for spatial confounders. Our findings reveal that, depending on the
choice of identification strategy, aid interventions in Somalia have an estimated causal ef-
fect of between five and seven points on the International Wealth Index scale. In sum, this
study highlights how innovative methods can enable research in vulnerable countries with
severe data collection challenges, thereby improving the understanding of the effects of hu-
manitarian aid on poverty and supporting Somalia in achieving sustainable development.
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1 Introduction

The perception of African countries has undergone a noteworthy transformation; during the
1990s, the dominant narrative centered around famine, war, and extreme poverty. In contrast,
contemporary views have shifted towards an "Africa rising" narrative reflecting two decades
of economic growth and substantial improvements in well-being across the continent (Bee-
gle et al., 2016). However, despite these advancements, significant issues of poverty persist in
Africa, and there is a lack of data to assess progress (Hussein et al., 2021; Jaffer & Hotez, 2016).
These problems are especially severe in Somalia, which remains one of the world’s poorest
countries (Pape & Wollburg, 2019a). Additionally, according to the Famine Early Warning
Systems Network (2024), more than 46% of Somalia’s population is estimated to experience
acute food insecurity without emergency food assistance despite receiving substantial hu-
manitarian aid. Consequently, there is an urgent need to develop novel methods to evaluate
the impact and effectiveness of aid in reducing poverty in Somalia.

Even though there is a need to examine the effects of interventions, collecting data through
surveys in Somalia is still challenging (Hussein et al., 2021). Issues such as hostile mili-
tant groups or conflicts between regions make it difficult to conduct field studies (Pape &
Wollburg, 2019a). Instead, this study utilizes a new approach to studying the effect of hu-
manitarian aid using satellite data and machine learning, enabling the investigation of all
regions in Somalia without being hindered by conflicts and on-site risks. Thus, this approach
improves the understanding of the effectiveness of aid in Somalia, which can help future
decision-makers target aid projects. Hence, these results facilitate one of the primary global
sustainability goals, with the main objective being to end poverty in all its forms everywhere
(FN-förbundet, 2023).

1.1 Background and Literature Review

Poverty in Somalia

Somalia has substantial issues with economic development, as it has one of the worst-
functioning economies in Africa (Jaffer & Hotez, 2016). These problems make Somalia one
of the poorest countries in the world, with few formal private sectors and significant issues
with government or the ability to create economic development (Pape & Wollburg, 2019a).
While some regions in Somalia have seen improvements, most of Somalia is among the worst
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1.1. Background and Literature Review

in the world in terms of both poverty and health among residents (Jaffer & Hotez, 2016).
Thus, Somalia faces enormous difficulties related to poverty and the potential for economic
development.

The climate significantly contributes to the extensive poverty in Somalia. According to
Pape and Wollburg (2019b), most people live in extreme poverty due to drought or dust
storms. Additionally, extreme droughts are recurring events likely to occur again soon (Pape
& Wollburg, 2019b). Moreover, the authors state that periods of drought disproportionately
affect people living in rural regions, making it even more challenging for them to escape
poverty. This recurring climate pattern highlights the need for targeted interventions to re-
duce poverty in Somalia.

Another crucial reason for a household’s poverty is its ability to gather food indepen-
dently. Mohamoud and Bulut (2020) emphasize that various spatial factors greatly influence
poverty likelihood within Somali households. Specifically, they identify access to income
through activities like agriculture, fishing, or hunting as critical indicators of a household’s
economic well-being (Mohamoud & Bulut, 2020). Hence, the complicated interplay between
regional disparities, economic activities, and institutional weaknesses underscores the com-
plexity of poverty in Somalia.

Challenges and Impacts of Aid in Somalia

External aid is needed to fill financing and investment gaps and help Somalia out of poverty
(Warsame & Ireri, 2016). However, the authors also state that the Samaritan’s Dilemma has
empirical support in Somalia. The consequence of Samaritan’s Dilemma is that foreign aid
does not affect investment; instead, individuals choose to consume. Thus, aid finances con-
sumption rather than investment in long-term wealth, making it challenging to gain eco-
nomic development from aid in Somalia. Accordingly, while external aid is essential, its
current use in Somalia limits its potential to promote sustainable growth.

Despite the significant amount of aid work carried out in Somalia, achieving a high im-
pact from the aid remains challenging. For example, Somalia was one of the countries that
received the most aid globally between 2010 and 2016 (Jaffer & Hotez, 2016). However, sev-
eral factors hinder the effectiveness of aid. Years of drought and violence, including military
groups obstructing and hindering aid delivery, contribute to these challenges (Jaffer & Hotez,
2016). Aid work is hindered by roadblocks between areas where military actors monitor
who can pass, affecting the extent to which aid reaches its destination (Jaffer & Hotez, 2016).
Furthermore, Pape and Wollburg (2019a) argues that several regions in the southern parts of
Somalia are entirely inaccessible to outsiders, making it extremely dangerous or impossible to
provide aid and evaluate poverty and the effects of aid interventions through surveys. These
obstacles highlight the difficulties in ensuring that aid reaches those in need and accurately
assessing the impact of aid interventions in Somalia.

The problems with military groups get even worse by natural disasters. For example, a
famine occurred between 2010 and 2012, during which military groups worsened the situa-
tion by obstructing aid projects, resulting in, among other outcomes, 260,000 deaths, half of
whom were children under five years old (Jaffer & Hotez, 2016). Thus, it is tough to ensure
that aid is effective during natural disasters and when military groups act against the likeli-
hood of aid reaching and helping the vulnerable. Nevertheless, despite significant challenges,
aid projects continue to be delivered to Somalia, which have also had successful outcomes,
such as curing diseases (Jaffer & Hotez, 2016; Liddle et al., 2013). Hence, while it is problem-
atic for aid to reach its destination, it can be effective once it does. Regardless, the difficulty
lies in evaluating the effectiveness of the aid and determining which projects in which regions
are more or less successful.

Warsame and Ireri (2016) argue that between 2010 and 2016, there has been a decline in
humanitarian aid due to a lack of trust in the institutions in Somalia that are supposed to
manage the aid. However, the economy of Somalia primarily consists of economic aid, which
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means that humanitarian aid is crucial to the survival of millions of Somalis (Warsame & Ireri,
2016). Furthermore, much of the humanitarian aid has gone to the northern parts of Somalia
because the security risks are high in the southern parts, which means that international
organizations cannot operate appropriately (Warsame & Ireri, 2016). In addition, Warsame
and Ireri (2016) argue that Somalia does not need humanitarian aid; instead, Somalia needs
investors who are willing to invest capital and expertise in rebuilding the Somali economy.

Mohamed and Isak (2019) writes that there is a debate about whether Foreign Direct In-
vestment (FDI) positively affects economic development in Somalia. Their study results show
a weak or no relationship between FDI and economic development in Somalia. Conversely,
Mohamed and Isak (2019) argues that there is a strong positive correlation between domes-
tic investment and economic development in Somalia. Moreover, the effect of FDI had a
stronger correlation with economic development before the 1980s, but due to, for example,
war, the impact of FDI has declined (Mohamed & Isak, 2019). Some influencing factors why
FDI does not affect economic development are inadequate infrastructure, natural disasters, or
unskilled labor. Mohamed and Isak (2019) claim that Somalia’s unstable institutions, inability
to create effective state authorities, and problems with famine create insufficient conditions
for FDI.

Data Scarcity and Estimating Poverty Using Surveys in Somalia

It can be challenging to estimate poverty among the poorest people (Edmiston, 2023). For ex-
ample, Edmiston (2023) writes that many extremely poor people are not included in surveys,
thus underestimating extreme poverty and reducing the general understanding of poverty.
Furthermore, Edmiston (2023) writes that the survey inference and external validity are re-
duced due to poor data quality and coverage. Accordingly, survey studies are an established
poverty research methodology, but with the risk of missing the perhaps most poor individ-
uals. Consequently, surveys would benefit from complementing approaches to compare or
validate larger populations or areas.

Poverty is a multidimensional phenomenon, making it hard to measure accurately (Victor
et al., 2014). The authors also describe that contextual factors influence whether a household
is poor. For example, how a household describes or perceives its level can also be influenced
by language (Victor et al., 2014). Thus, there are issues in estimating poverty as it can mean
different things for different areas or households. In addition, there are several dimensions
and definitions of what it is, which means there is a need for more accepted concepts to
compare different areas.

The International Wealth Index (IWI) is an established measurement of poverty levels
and a good way of measuring progress toward sustainable development goals (Cheng et
al., 2022). While IWI shares similarities with wealth indices found in the Demographic and
Health Surveys (DHS) and UNICEF MICS surveys, it offers an advantage of comparability
across different places and times (Smits & Steendijk, 2015). IWI is an asset-based index that
surveys a household’s material well-being and economic status (Belmin et al., 2022).

A household’s ranking on IWI indicates to what extent it possesses a basic set of assets
valued highly by people worldwide (Smits & Steendijk, 2015). IWI is derived via the prin-
cipal components of 12 assets. These assets include seven consumer durables (e.g., having a
TV, phone, or fridge), access to two public services (electricity and water), and three housing
features (toilet facility, number of sleeping rooms, and floor material). The lowest IWI score
represents households with no assets, while the highest IWI score represents households pos-
sessing all assets from the questions in the survey (Kanagasabai et al., 2023). Moreover, IWI
has been comprehensively tested and is a stable index over several regions and periods (Smits
& Steendijk, 2015). Therefore, IWI can be used to assess economic disparities and wealth dis-
tribution across places and time.

The biggest problem in evaluating aid projects’ performance is the lack of available and
reliable data. This scarcity of reliable data challenges policymakers, who must make aid-
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related decisions in Somalia despite operating in a statistical vacuum (Beegle et al., 2016;
Pape & Wollburg, 2019a). Moreover, it is problematic that there is not much existing data
to serve as a foundation for collecting new data. For instance, conducting survey studies
with probability-based samples is difficult because the available data is insufficient (Pape
& Wollburg, 2019a). There are also more problems regarding surveys. Pape and Wollburg
(2019a) argue that large parts of Somalia are inaccessible for people conducting surveys due
to security risks; some areas are so unsafe that they pose a risk to both the researchers and
the respondents. Thus, these difficulties affect the conditions for conducting traditional data
collection through surveys in Somalia.

Pape and Wollburg (2019a) estimate poverty in Somalia using a survey. However, they
state that the results are only somewhat reliable due to the many inaccessible areas, prevent-
ing adequate responses from the respondents because of security risks. Moreover, Pape and
Wollburg (2019a) suggests that satellite data is a promising alternative for predicting poverty
as it is collected frequently and can cover all areas, regardless of accessibility. They argue that
this advancement in data collection is crucial because, currently, it is challenging to evaluate
and implement evidence-based interventions intended to reduce poverty (Pape & Wollburg,
2019a). Hence, the significant issue with data collection and the potential to use new meth-
ods are thus essential and recommended to enhance understanding and provide evidence for
which aid delivers effective poverty reduction.

Hassan et al. (2024) claim they are improving traditional methods for estimating poverty
by applying machine learning to assess poverty levels in Somalia. However, they primarily
base their estimations on survey data. In contrast, Pape and Wollburg (2019a) have utilized
satellite data to assist with their sampling. Still, neither group of researchers uses satellite
data to predict poverty directly, therefore not providing a comprehensive poverty estimate
for all of Somalia. Consequently, there is room for methodological enhancement both in the
estimation of poverty and in assessing the effectiveness of anti-poverty projects. Given the
extreme and complex situation in Somalia, more advanced methods are necessary to eval-
uate the impact of aid since improvements are otherwise unlikely to occur soon (Jaffer &
Hotez, 2016). Accordingly, advanced techniques, including satellite data and machine learn-
ing, could provide a more comprehensive understanding of poverty across Somalia.

Satellite Data, Machine Learning, Poverty, and Aid

Significant progress has been made in using satellite data and machine learning to estimate
people’s living standards (Daoud et al., 2023; Jean et al., 2016; Lobell et al., 2021; Yeh et al.,
2020). Traditionally, researchers use census data conducted with years between them and
a limited number of questions (Daoud et al., 2023). Moreover, the authors argue that using
such a methodology alone leads to an incomplete understanding of people’s living standards.
They emphasize that combining satellite and census data creates new opportunities to study
human development. This combination of data has two main advantages (Daoud et al., 2023;
Lobell et al., 2021). The first is geographic since satellites can photograph any location in an
entire country. The second is temporal, as satellites have been taking pictures since the 1970s,
making it possible to study changes over time.

Yeh et al. (2020) claim that satellite data and machine learning can distinguish geographic
differences in economic well-being. The authors argue that this approach can estimate the
broad differences between poor and wealthy areas and provide more details within each re-
gion, making distinguishing complex patterns in populated areas possible. Thus, it is achiev-
able to estimate poverty at the local level without the need for field studies. However, Yeh et
al. (2020) emphasize that satellite-based estimates should be seen as a complement to, rather
than a substitute for, local-level studies.

Satellite imagery and machine learning can support anti-poverty interventions (Aiken et
al., 2022; Smythe & Blumenstock, 2022). For example, the researchers describe that these
methods can improve the precision of where aid should be sent. Moreover, the authors state
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that these improvements are possible because machine learning can find complex patterns
in geographically variated areas, increasing humanitarian aid’s effectiveness compared to
traditional methods. Aiken et al. (2022) also argue that this is particularly important in crises
where conventional methods are either insufficient or outdated. Hence, satellite data and
machine learning help reduce poverty (Smythe & Blumenstock, 2022).

New methods make it possible to estimate poverty for countries and continents. For ex-
ample, Pettersson et al. (2023) use machine learning and satellite data to estimate African
neighborhood-level poverty. Their machine learning model is based on nationally represen-
tative Demographic and Health Surveys (DHS) conducted between 1991 and 2019. However,
while most African countries are included in the DHS, Somalia is missing. Therefore, using
their imputed poverty estimates for Somalia is based on the assumption that the model pre-
dicts correctly without DHS validation. Hence, validating their poverty estimates with other
surveys would be beneficial. Nevertheless, using their estimates makes it possible to get a
more complete picture of poverty in Somalia, which helps study the impact of humanitarian
aid on poverty.

1.2 Aim

This study aims to improve our understanding of the impact of anti-poverty interventions in
Somalia. This understanding is crucial since Somalia is one of the countries that has received
the most humanitarian aid yet remains among the poorest nations globally. Therefore, it is
essential to assess the effectiveness of this humanitarian support and the extent to which it
reduces poverty. By evaluating the impact of these interventions, this study aims to establish
an effectiveness benchmark for future humanitarian aid and provide a quantitative estimate
that can be compared with the effects of similar aid projects in other countries.

1.3 Research Questions

Three research questions have been formulated in alignment with this study’s overarching
aim. These questions are central to evaluating the effectiveness of anti-poverty measures and
are connected with the innovative use of satellite data and machine learning. As such, they
serve as the guiding framework for this study.

(i) How have anti-poverty interventions implemented between 2006 and 2014 impacted poverty
levels in Somalia?

(ii) How can machine learning, combined with satellite data, improve the understanding of poverty
and the outcomes of anti-poverty projects across different regions of Somalia?

(iii) How do machine learning models perform based on satellite data compared to traditional survey
data in estimating poverty in Somalia?

1.4 Scope Conditions

The study focuses on Somalia; however, it only includes settlement areas in Somalia, as done
by Pettersson et al. (2023). This focus means that when discussing all of Somalia, we are
referring to all the settlement areas of Somalia. Moreover, the predicted wealth used as the
dependent variable is only available in Africa. Therefore, a different approach would be
required to replicate a similar study in other parts of the world.

The measurement of poverty in this study is asset-based, a specific approach to poverty
measurement. While there are other methods, such as household income-based approaches,
non-income-based measures, and indicators of access to improved sanitation or water facili-
ties (Daoud et al., 2016), this study opts to use the ’International Wealth Index’ as a proxy for
poverty.
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1.4. Scope Conditions

The study does not explicitly model military or civil conflicts. Although conflict data,
such as those from Uppsala Conflict Data Program (2024), are accessible, the complex tem-
poral duration and spatial shifts of conflicts in Somalia (Pape & Wollburg, 2019a) and time
constraints prevented the inclusion of this tabular data in the models. The same principle
applies to weather-related problems such as droughts. Instead, satellite images were used
to control for confounding effects in the studied settlement areas, thus including militarily
conflicted and weather-affected regions.

Moreover, it is difficult to find robust population data for Somalia (Ahmed et al., 2020);
hence, different sources suggest various estimations. This study uses one source of pre-
treatment population data (Citypopulation, 2021). In addition, it is possible to replicate the
study but base it on other measurements or definitions. However, these are the decisions
made for this study, balancing the possibility of accessing robust data and including as many
data sources as possible in the models. On the one hand, it could consist of even more data
sources, but on the other hand, these data sources might be incomplete or include high un-
certainties.

This study investigates humanitarian aid’s effects on Somalia’s poverty using satellite
data and machine learning at a highly aggregated macro level. Therefore, there will not be a
dedicated ethics section. All data used in this study can be considered anonymized and ag-
gregated, eliminating any risk to personal privacy. Moreover, the study relies on secondary
data that is already publicly available or has been previously approved for research purposes
and does not involve any direct interaction with humans. Although the study does not in-
clude a specific ethics section, it aims to follow the guidelines of the Vetenskapsrådet (2017),
which emphasizes that no harm should come to individuals due to research activities.
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2 Method

This chapter describes the analytical strategies used in this thesis. Before we describe these
strategies, we first discuss the causal inference literature and its relevance to studying the
effects of aid interventions in Somalia.

2.1 Identification Strategy

Given that this study aims to understand the treatment effect of humanitarian aid, it is neces-
sary to describe some underlying assumptions regarding the counterfactual scenario of every
treatment. Counterfactual refers to a hypothetical scenario opposite to the outcome that we
know happened (Roese, 1994). Thus, the treatment effect of humanitarian aid is based on the
assumption that if another region had received the same humanitarian aid, the effect would
be similar. However, it is not possible to study the counterfactual scenarios. Hence, robust
statistical methods are needed to draw causal conclusions and establish reasonable treatment
effect estimates.

There are also assumptions about generalizing the treatment effect to different units or
across time. The concept of transporting a treatment effect to new populations is known as
transportability (Pearl & Bareinboim, 2014). Transportability implies that while a causal effect
might be observed in one context today, it may not necessarily hold in a different temporal
or geographical setting. For instance, a treatment effect evident now might be different in
10 years or another country. Such variability significantly influences the conclusions drawn
from studies on interventions like humanitarian aid, where the efficacy of treatments can
differ based on location or time. Moreover, there might also be confounding effects. Re-
gardless, confounding effects can be reduced by explicitly including control variables in, for
example, a regression model. Nevertheless, given that the treatment effect in Somalia is a
non-experimental geographical area, there might be unknown confounding variables or data
scarcity, making it impossible to include them in a tabular data set. However, satellite im-
agery may be a proxy for confounders (Jerzak et al., 2023). Consequently, there are multiple
approaches to control for confounding variables.

The above discussion motivates some of the choices made in the methodology and pro-
vides a basis for the discussion of the treatment effect result. This study relies on the ability
to control for confounding effects to isolate the effect of treatment, as shown in the Directed
acyclic graph (DAG); see Figure 2.1.
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2.1. Identification Strategy

Figure 2.1: DAG showing the relationship between the variables used in the analysis ap-
proaches.

Figure 2.1 illustrates the relationship between the variables used in the analysis strategies
to measure the effect of treatment on various levels of poverty while addressing potential
issues with confounders. The primary interest is to study the effect of treatment (humanitar-
ian aid) on the outcome variable (poverty level). However, some factors may influence both
the likelihood of receiving treatment and the level of outcome (confounders). By including
variables that may have a confounding effect, it is possible to examine the remaining effect
between treatment and the outcome variable.

Given the complexity of isolating a treatment effect, robust statistical methods are essen-
tial. It is also beneficial to use multiple approaches to compare treatment effects or to control
for confounding variables in diverse ways. Accordingly, this study utilizes two distinct ap-
proaches to analyze the effect of aid interventions in Somalia. The methodologies used in
these two analysis strategies are outlined below.
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2.2. Analysis Strategies

2.2 Analysis Strategies

With this causal inference review in hand, we now discuss the two analysis strategies used in
this study. The two strategies differ in how they use the data. One uses tabular data, and the
other uses satellite imagery and tabular data. Thus, different types of modeling are required
to handle the datasets. Below is a description of each analysis strategy’s model specification
and assumptions. First, the tabular-based analysis strategy is presented (§2.3), followed by
the satellite imagery-based (§2.4). Lastly, the analysis strategies are summarized in Table 2.1.

2.3 Tabular Inference via OLS

The first analysis approach utilizes an Ordinary Least Squares (OLS) regression to assess aid’s
effects on Somalia’s poverty. OLS is suitable for evaluating interventions to reduce poverty
(Hanson, 2009; Lin et al., 2019). Furthermore, OLS can include and control for geographical
variations, which is common in African countries (Adeleke et al., 2023). Accordingly, OLS en-
ables the analysis of the relationship between anti-poverty interventions and poverty levels,
thus offering a quantitative estimate of the effectiveness of these interventions.

Model Specification (OLS)

Dependent Variable

The dependent variable is the International Wealth Index (IWI) of all settlement areas in So-
malia. Due to the lack of surveys in Somalia, the IWI imputations done by Pettersson et al.
(2023) will be used. See §3.1 for more details.

Independent Variables

Treatment Variable

The treatment variable indicates whether a location has received aid. It is a dummy variable
with two levels (0/1), where 1 represents areas that have received aid, and 0 represents areas
that have not. The inclusion of the treatment variable aims to evaluate differences in wealth
distribution concerning whether an area has received aid. The premise is that areas that have
received treatment will exhibit changes in wealth compared to untreated areas.

Control Variables

A way to control for non-randomization in an OLS regression is to include control variables
in the model. Hence, we used control variables to minimize the confounding effect in the
OLS. Confounders refer to extraneous factors associated with the treatment and dependent
variables, distorting their true relationship. For example, different regions may have distinct
spatial or socio-economic characteristics that influence wealth distribution or the probability
of receiving treatment (Feng et al., 2019; Ouédraogo et al., 2020). In contrast, omitting these
control variables may introduce bias and affect the accuracy of the results obtained from
regression models. Moreover, all control variables are at a regional level except for longitude
and latitude.

• Latitude and longitude are coordinates for every observation.

• Urbanization represents the proportion of people living in urban areas within a region.

• Population is the estimated number of people living in a region at a specific time.

• Population density (per km2) captures a region’s intensity of human settlement.
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2.4. Satellite-based Inference

• Area (km2) measures the size of a region.

• Region represents the 18 administrative regions in Somalia.

Mathematical Representation of the OLS Model

Below is the complete model for estimating the effect of treatment on wealth in Somalia using
OLS.

Estimated Wealth (IWI) in Scene i = β0 + β1 ˆ Treatmenti + XiβX + εi, (2.1)

where (Xi)1ˆD denotes the D tabular control variables and βX denotes the D ˆ 1 dimensional
vector coefficients.

Ordinary Least Squares Assumptions

The OLS is based on several key assumptions (Nicholls & Kim, 2019). OLS assumes that the
relationship between the independent and dependent variables is linear. OLS also assumes
that the residuals (errors) should be independent. Moreover, it also assumes that the variance
of the residuals is constant across all levels of the independent variables (homoscedasticity).
Consequently, these assumptions affect this study; thus, robust standard errors are used to
deal with heteroscedasticity violations.

Finally, the estimation strategy here assumes that—conditional on the tabular covariates
included in Xi—treatment is as-if random. Next, we relax this assumption by considering
the case where satellite image representations of each scene are used, together with tabular
covariate information, to perform causal estimation.

2.4 Satellite-based Inference

Observational studies require adjustments for confounding factors correlated with the treat-
ment and outcome (Jerzak et al., 2023). However, unobserved variables might not be con-
trolled using a tabular inference approach (Nicholls & Kim, 2019). For instance, local com-
munity data is often scarce in some parts of the developing world (Jerzak et al., 2023). As a
result, additional approaches are needed to control for potential confounders. Jerzak et al.
(2023) suggest satellite images help mitigate confounder bias.

The mentioned approach requires the specification of an image model that explains why
some places, not others, received the humanitarian aid. While end-to-end strategies involv-
ing Convolutional Neural Networks (CNNs) or Vision Transformers (ViTs) can be used on
large datasets, the image corpus in this study is relatively small, especially with regard to the
number of treatment units (<150).

Therefore, we adopt a lightweight image modeling strategy for such data-scarce condi-
tions. In particular, we compare results from various image model specifications following
the basic strategy outlined in Rolf et al. (2021). In this approach, we use inverse propensity
score weighting after using image information to predict treatment status.1 Moreover, the
image array is randomly projected (via a convolution and max pooling operator) to a vector
upon which a ridge regression model predicting the treatment is fit. The intuition here is
that if the image information contains a signal about the confounding factors leading to treat-
ment, confounding bias will be reduced by re-weighting observations in accordance with
their probability of treatment.

We vary the image model structure to assess performance across various specifications by
altering the kernel width used in the randomized projection estimation along the sequence
t3, 5, 7, 9u. By varying this quantity, we can assess performance by changing the degree of

1The estimation formula for IPW is π̂(Ms) = pPr(Ts = 1|Ms), pτ = 1
n

řn
s=1

( TsYs
π̂(Xs)

´
(1´Ts)Ys
1´π̂(Xs)
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2.4. Satellite-based Inference

spatial interdependencies modeled (with higher kernel widths associated with larger areas of
spatial interdependence allowed but with a higher risk of overfitting). We compute estimates
of the image-adjusted ATE across 100 bootstrap estimates and average results to assess overall
performance averaging across variability in train/test splits.

In sum, in this image-based causal analysis, the outcome of interest is again the IWI es-
timates for Somalia, the treatment is the presence of humanitarian aid in a given area, and
the estimation strategy assumes that, given tabular and now image information about each
scene, the treatment assignment is as good as random (i.e., the unconfoundedness assump-
tion holds). By incorporating the image information in the propensity score model, we aim
to control for potential confounding factors that may influence both treatment assignment
and the poverty outcome, thereby improving the credibility of the estimated treatment effect.
Moreover, Table 2.1 shows an overview of the methods.

Analysis Overview

We use two distinct analysis strategies to estimate the effect of anti-poverty interventions in
Somalia. Table 2.1) presents a concise overview of the two inference approaches: Tabular
inference using OLS Regression and Satellite-based inference using Machine Learning. The
table details the types of data used, model specifications, key assumptions, strengths, limita-
tions, and unit of analysis of each approach.

Table 2.1: Methods and Data Summary Table

Tabular Inference Satellite-based Inference

(OLS Regression) (Machine Learning)

Data Used Tabular data (X) Tabular data (X) and satellite imagery (M)

Model Specification OLS Randomized projections,

logistic reg. w/ridge penalty

Assumptions Conditional ignorability | X Conditional ignorability | X and M

Strengths Computational efficiency Improved conditioning set

Limitations Lower causal credibility Reliance on complex image models

Unit of Analysis Grid cell (6.7x6.7km) Grid cell (6.7x6.7km)

Note: Conditional ignorability states that, given the control variables (in data X or M), there are no unobserved
factors affecting both the treatment and the outcome. Grid cell refers to the size of the estimated poverty in the
outcome variable; see Figure 3.1 for an overview of all grid cells.
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3 Data

Several datasets are needed to study humanitarian aid’s impact on Somalia’s poverty. Be-
low is a description of each dataset for the outcome (§3.1), treatment (§3.2), control variables
(§3.3), and satellite-imagery data (§3.4) along with a commentary on the different data types
and a rationale for their necessity in the study.

3.1 Outcome Variable

Given the lack of collected data in Somalia, for example, through surveys, a new approach
was used as the outcome variable representing wealth. The outcome variables were esti-
mated using a deep learning model that utilized a time series of satellite data from Landsat
to estimate Neighborhood-Level Poverty in Africa (Pettersson et al., 2023). Each estimate is a
cell of 6.7 x 6.7 km resolution. These estimates are made for the whole of Africa, which means
Somalia is included. However, the estimates for Somalia are imputed due to the lack of DHS
surveys in Somalia. Moreover, the predicted values are divided into three-year periods be-
tween 1990 and 2019. These divisions are called bands and are represented by a raster file
with pixels that constitute a predicted value of wealth. This study uses the most recent band
(2017-2019) as the outcome variable.

Since this dataset covers the whole of Africa but is also raster data, meaning it is square
and does not follow national borders, we used vector data to delineate only Somalian borders
(Cartography Vectors, 2023). Nevertheless, this dataset makes it possible to obtain a proxy
for the wealth in all settlement areas of Somalia without collecting surveys.

All poverty values are the estimated International Wealth Index (IWI). IWI is a comparable
asset-based index of household economic status for low- and middle-income countries (Smits
& Steendijk, 2015). The IWI scale goes from 0 to 100; however, in all places in the thesis, a
normalized scale from 0 to 1 is used, as done by Pettersson et al. (2023). Figure 3.1 provides
an overview of all settlement areas and their corresponding imputed IWI values estimated
by Pettersson et al. (2023).
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3.1. Outcome Variable

Figure 3.1: IWI estimates (2017-2019) in Somalia settlement areas by Pettersson et al. (2023)
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3.2. Treatment Variable

3.2 Treatment Variable

The treatment variable is whether a location has received aid. These treated locations had
to be geocoded, meaning each treatment had coordinates in longitude and latitude, allow-
ing them to be linked to other spatial variables. This study employs a geocoded dataset
containing all external assistance projects from Somalia’s Development Assistance Database
(AidData, 2016). This dataset comprises over $2.3 billion in commitments for 1,210 projects
across 3,130 locations from 2000 to 2014.

The dataset contains projects dedicated to various administration levels or targeted to-
ward specific projects or regions. Moreover, the data was delimited by removing aid projects
defined at the administrative division’s first and second orders. These aid projects were re-
moved because such global treatments do not allow for the formation of a counterfactual, as
it is ambiguous where the aid is eventually distributed. Furthermore, regional treatments in
areas larger than 10,000 km2 were also excluded for the same reason. However, these exclu-
sion rules may render our estimates conservative in that all areas receive such interventions,
potentially muting the estimated effect of more local projects but allowing for more clearly
defined control and treatment areas.

The dataset also included precision code. These codes described how exact the coordi-
nates were for each aid project. The most precise category was chosen, representing an ac-
curate coordinates location or a populated area (see Appendix A.1 for more details). The
advantage of delimiting by administrative levels and with precision codes is that otherwise,
the aid could be allocated over large areas, and the coordinates would describe an arbitrary
point, making it difficult to distinguish and control for effects. After all the delimitations had
been completed, 230 aid projects (between 2006 and 2014) were used in the models. See the
geographical distribution of treatments in Figure 3.2 below.
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3.2. Treatment Variable

Figure 3.2: Spatial distribution of the treatments
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3.3. Control Variables

Table 3.1: Descriptive statistics of the outcome-, treatment, and control variables

Mean SD Min Median Max

Estimated Wealth (IWI) 0.3 0.1 0.1 0.2 0.5

Treatment 0.1 0.3 0 0 1

Urbanization 0.4 0.2 0.1 0.3 0.8

Population 418 375 205 740 145 341 350 099 901 183

Population Density 22.2 14.2 9.4 13.8 60.5

Area Size (km2) 42 412 20 465 370 38 663 72 933
Note: IWI is the estimate for 2017-2019 in 6.7 x 6.7 km resolution in settlement areas,
while the control variables are at regional pre-treatment level.

3.3 Control Variables

Somalia is divided into multiple regions, each with distinct conditions that might affect their
receptivity to interventions and the prevailing poverty levels. These variations could intro-
duce confounding effects that bias the models. The study utilizes regional divisions and
demographic characteristics to mitigate such issues. Moreover, the variables used include
each region’s characteristics pre-treatment.

The control variables are each region’s urbanization, population, population density, and
area size, as reported on Citypopulation (2021). The longitude and latitude coordinates are
also included to account for potential geospatial differences. These coordinates are the center
of every estimate of the dependent variable. By controlling for these factors, the analysis aims
to isolate the effects of the treatment on the outcome variables. See Table 3.1 for descriptive
statistics of all tabular variables used in the study, except the coordinate variables.

Table 3.1 shows significant differences between the various areas of Somalia. For instance,
the average estimated IWI is 0.3, with some locations exhibiting extremely low IWI values
(0.1), while those with the highest estimated IWI fall only halfway on the potential IWI scale
(0.5). Accordingly, wealth levels are relatively low across Somalia’s settlement areas.

Moreover, the urbanization levels in Somalia vary significantly. Some regions have a low
urbanization rate (0.1), indicating a predominantly rural lifestyle, while others have almost all
inhabitants living in urban areas (0.8). Additionally, the population in each region also shows
variations, with the most common number being around half a million (418,375), while the
region with the highest number of inhabitants is almost one million (901,183). In addition, cer-
tain regions exhibit very low population density (9.4) compared to others, with significantly
higher densities (60.5) over a surface area. Furthermore, there are considerable variations
in the sizes of the regions, with the smallest covering only a few hundred square kilome-
ters (370). In contrast, the majority range in size from several tens of thousands of square
kilometers (42,412).

In summary, Table 3.1 shows geographical and demographic variations within Somalia
and underscores the economic and development challenges. Thus, these variables provide a
view of Somalia’s circumstances and demonstrate disparities. Lastly, it should be noted that
some variables likely affecting the aid decision are left unmeasured in the OLS analysis; e.g.,
the presence of military groups and institutional efficiency within a region. However, the
image-based analysis may provide a proxy for these factors; see §3.4 below.
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3.4. Satellite image data

Figure 3.3: Example of Landsat 7 satellite images of the Somalia city Hargeisa between 2000
and 2003, with a 30 x 30 m resolution.

3.4 Satellite image data

One of the study’s analysis strategies uses satellite data as input in the modeling. Satellite
data is free to download, making it possible to study all parts of Somalia without being on-
site and collecting surveys; see Appendix A.2 for details about the downloading process.

The satellite data used in the models is the median values of pre-treated Landsat 7 1cloud-
free images from 2000 to 2003. We use this image information to proxy for otherwise unseen
confounders of aid in Somalia. Furthermore, the satellite images only cover Somalia’s settle-
ment areas to match the predicted poverty estimates from Pettersson et al. (2023). Moreover,
Figure 3.3 illustrates an example of a satellite image (30 x 30 m resolution) used in the models
showing the Somalian city of Hargeisa.

3.5 Unit of Analysis

All observations in the dataset are based on 6.7 km by 6.7 km grid cells. A grid cell is classified
as treated if any location within it receives an aid intervention; otherwise, it is considered a
control. The resolution of these grid cells is determined by the size of the estimated poverty
in the outcome variable. Each observation includes details such as the estimated poverty
level for that specific grid, whether it has received treatment, the region it belongs to, its
coordinates, population, and other control variables. Thus, throughout the thesis, the unit of
analysis compares treated and control areas that are always based on grids of 6.7 km by 6.7
km.

1Landsat 7 is a satellite mission operated by the United States Geological Survey (USGS) and NASA, launched
on April 15, 1999
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4 Results

4.1 Validating the Dependent Variable

Somalia’s significant data scarcity has impacted the poverty estimates provided by Petters-
son et al. (2023) because they could not validate their results with the DHS survey. Thus, it is
crucial to validate their estimates with other sources. In 2006, UNICEF conducted a Multiple
Indicator Cluster Survey (MICS), leading to an International Wealth Index estimation of all
Somalian regions (Global Data Lab, 2024). The MICS survey provides a reference for vali-
dating the estimates of Pettersson et al. (2023). However, further processing was needed to
compare Pettersson et al. (2023) estimates with the UNICEF regional-level data. Pettersson et
al. (2023) predicted values for 6.7 x 6.7 km grid cells. Using these estimates to derive regional
values might overlook that some areas contain more people than others, making it necessary
for population weighting to get accurate regional estimates.

The 2006 MICS survey was the most recent IWI estimate by UNICEF, making it the fo-
cus year for validation. The preparation was based on the World Population Organization’s
2006 raster and Pettersson et al. (2023) 2005-2007 estimates. These two datasets had different
dimensions, so they needed to be resized to align. This resizing created grid cells with mea-
sures of estimated poverty and the number of people living there. Moreover, these grid cells
were then used to get population-weighted regional estimates, resulting in a measure that
could be compared with UNICEF’s IWI estimates on a regional level. The final validation
was conducted by creating a correlation plot between the IWI estimates from Pettersson et al.
(2023) and UNICEF’s 2006 IWI estimates for each region in Somalia. The results are shown in
Figure 4.1 below.
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4.1. Validating the Dependent Variable

Figure 4.1: Correlation between Pettersson et al. (2023) IWI 2005-2007 estimate compared to
UNICEF’s MICS Survey (2006).

Figure 4.1 illustrates the correlation between Pettersson et al. (2023) population-weighted
average poverty estimate per region for 2005-2007 and UNICEF’s survey conducted in 2006.
The figure shows the estimated International Wealth Index for each region. The correlation
between these two estimates is 0.67, indicating considerable similarity in how these two very
different approaches estimated poverty across regions in a country with significant data col-
lection challenges.

Figure 4.1 shows that Pettersson et al. (2023) estimates the Banadir region to have a higher
International Wealth Index than UNICEF. Poverty estimates for this region might be chal-
lenging because Banadir includes Somalia’s capital and is much smaller than other regions.
With a resolution of 6.7 x 6.7 km, only a few grid cells cover Banadir, according to estimates
from Pettersson et al. (2023). Furthermore, these estimates are square (i.e., raster data), which
does not align well with the natural shape of the Banadir region. However, both UNICEF
and Pettersson et al. (2023) estimate Banadir as the least poor region and an overall similar
result for the other regions. Thus, Pettersson et al. (2023) method of estimating poverty in
Somalia can be assumed to be stable despite not including survey responses from Somalia in
their machine learning algorithm.
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4.2. Results: Tabular Inference via OLS

Table 4.1: OLS Results of Treatment Effects and Control Variables on Estimated Wealth (IWI).

Outcome Variable: International Wealth Index

OLS 1 OLS 2 OLS 3 OLS 4 OLS 5 OLS 6 OLS 7

Treatment 0.072* 0.070* 0.074* 0.073* 0.076* 0.078* 0.070*

Control variables
Latitude -0.005* -0.004* -0.004* -0.005* -0.005* -0.011*

Longitude 0.003* 0.003* 0.003* 0.005* 0.005* 0.006*
Urbanization -0.019 -0.021* -0.015 -0.016 -0.137*
Population 0.000 0.000 0.000 0.000

Population density 0.000* 0.001* -0.001
Region Size 0.000 0.000

Region ✓

Other statistics
Observations 2207 2207 2207 2207 2207 2207 2207

Adj R-squared 0.111 0.155 0.156 0.156 0.162 0.162 0.301
Note: ˚ indicates p<0.05. Standard errors are clustered at the HC1 level in all models.
The checkmark (✓) represents a categorical variable for all regions without individual coefficients.

4.2 Results: Tabular Inference via OLS

The regression analysis aims to estimate humanitarian aid’s impact on Somalia’s poverty.
This analysis uses predicted poverty (dependent variable) with a resolution of 6.7 x 6.7 km
for all settlement areas in Somalia. Additionally, a binary variable indicates whether a given
observation has received aid and controlling variables at the regional level. These variables
are to account for any potential confounding effects that could influence, for example, the
likelihood of a region receiving aid in the first place and its lower poverty levels. Table 4.1
presents the results from seven OLS estimations. First, the effect of aid on poverty is estimated
(OLS 1), followed by the addition of control variables, ultimately leading to a complete model
(OLS 7) that estimates the impact of humanitarian aid on poverty.

Treatment Effects

Each model in Table 4.1 consistently shows that the treatment variable is statistically signif-
icant (p<0.05), suggesting a robust positive impact of the treatment on wealth levels across
different models. Moreover, in all models, the treatment effects range from 0.070 to 0.078,
indicating that receiving treatment is associated with an increase in IWI scores by approxi-
mately 0.07 points. This persistent significance across models underscores the effectiveness
of the intervention in improving wealth.

Control Variables

Including geographic coordinates (latitude and longitude) as controls help adjust for spatial
disparities in wealth. These variables are statistically significant across all models (p<0.05).

Urbanization is statistically significant in OLS 4 and 7 (p<0.05). It shows a negative associ-
ation with wealth, indicating that areas with higher urbanization have challenges regarding
wealth.
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4.2. Results: Tabular Inference via OLS

Population and population density show small coefficient values and are statistically sig-
nificant in some models. This inconsistency indicates a complex dynamic between population
characteristics and wealth distribution.

The region-fixed effects represent a series of binary indicators for all Somalian regions
(minus a holdout region). Because there are 18 distinct regions, individual estimates are not
shown in the table. Nevertheless, by controlling for each region, the model adjusts for unique
regional characteristics that may influence the outcome variables, ensuring that the analysis
more accurately isolates the impact of the treatment from otherwise regional differences. This
way, the OLS strategy can handle all time-invariant confounders specific to a region.

Other Statistics

Each model includes over 2,200 observations. Moreover, the adjusted R-squared values in-
crease progressively across the models, with a notable jump in OLS 7 to 0.301. This increase is
expected due to the inclusion of regional fixed effects, which account for between-region vari-
ation. Nevertheless, including region significantly improves the model’s explanatory power.
Furthermore, despite many variables, the adjusted R-squared increases, and the treatment ef-
fect remains the same, indicating a more robust result for the effect of aid. Consequently, the
consistent statistical significance of the treatment effect across all models suggests the effec-
tiveness of humanitarian aid while controlling for geographical and demographical factors.
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4.3. Results: Satellite-based Inference

4.3 Results: Satellite-based Inference

Treatment Effects

We now compare results from the tabular analysis with results from an image-based analy-
sis. Figure 4.2 shows the main results. When using satellite imagery to predict the treatment
assignment and adjusting for this inferred association via the Inverse Propensity Weighting
(IPW) estimator, the estimated treatment effects are lower than the baseline difference-in-
means of 0.07. Moreover, the figure also illustrates that the ATE estimates are not particularly
sensitive to model design (e.g., choice of CNN kernel used in randomized projection). How-
ever, the modeling strategy with the highest Area Under the Curve (AUC) score (a measure
of binary prediction model performance) is also the strategy with the lowest overall ATE
estimate. These findings indicate that the confounding bias may have a positive directional-
ity in this case—upwardly biasing the estimated effects of the aid treatment in the Somalian
context.
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Figure 4.2: Relationship between image model quality (i.e., the Area Under the Curve (AUC)
score [a measure of binary prediction model performance]) and estimated ATE. The dashed
line reflects the baseline ATE estimate using difference-in-means. Standard errors are calcu-
lated using a bootstrap procedure (nBoot=100)
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4.3. Results: Satellite-based Inference

Overlap Between Treated and Control Groups

We next probe overlap — the degree to which treated and control scenes differ systematically
in the sample (D’Amour et al., 2021). Figure 4.3 shows these results for one representative
run, where the estimated treatment probabilities are higher than the control values, with a
marked degree of overlap except for a few very high probability treatment locations. This
result indicates that, with a few exceptions, overlap in probabilities between treatment and
control groups is maintained overall, reassuring us about the quality of our causal estimates.
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Figure 4.3: An overlap plot showing estimated treatment probabilities conditional on the
image information, with densities grouped by treatment/control status. The X-axis reflects
the estimated treatment probabilities; the Y-axis reflects the density for treated and control
scenes.

Probabilities of Receiving Treatment

We see the places with the lowest and highest probability of treatment in Figure 4.4. The
left three columns correspond to the lowest probability control sites (longitude/latitudes in
gray); the following three columns correspond to the highest probability treatment sites (lon-
gitude/latitudes in black). We find that the high-probability sites correspond to urban loca-
tions with developed road networks, while the lowest-probability sites correspond to rural
areas with the presence of water.
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4.4. Treatment Effects Summary

Figure 4.4: LEFT 3 COLUMNS. Lowest treatment probability control sites. RIGHT 3
COLUMNS. Highest treatment probability control sites. The first, second, and third rows
reflect representative images from the kernel size t3, 5, 7u analyses, respectively. Variations
in results are due to (1) randomness due to the randomized image projections and (2) differ-
ences in image model design (i.e., the kernel filter).

4.4 Treatment Effects Summary

We have previously demonstrated the results from two different methodological approaches
for estimating the effect of treatment. Below is a summary of each approach’s estimates on
how the areas that received humanitarian aid impacted poverty levels. Table 4.2 shows sim-
ilar treatment effect results. The treated areas have higher International Wealth Index scores
than the control. Moreover, when information from satellite images is included, the estimated
treatment effect is slightly lower (0.05) than with OLS regression (0.07).

Table 4.2: Treatment Effects (OLS vs. Satellite-image based)

Tabular Inference Satellite-based Inference

(OLS Regression) (Machine Learning)

ATE Estimate 0.07 0.05

ATE Range [0.07, 0.078] [0.05, 0.057]

Unit of Analysis IWI per 6.7 x 6.7 km IWI per 6.7 x 6.7 km

Note: IWI = International Wealth Index (imputed) in control or treated settlement areas.
ATE = Average Treatment Effect, indicating increased IWI in treated areas compared to
control.
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5 Discussion

5.1 Probing the Results

Understanding the impact of treatment on the International Wealth Index (IWI) requires care-
ful consideration of the context and transportability of the observed effects. The results in-
dicate an increase in the IWI of approximately 0.05–0.07 when a settlement area was treated.
This outcome suggests that the treatment positively affected the IWI in the specific context
of the studied settlement areas. However, a critical question arising from these findings is
whether this effect could be replicated or transferred to different regions, such as other parts
of Somalia, other countries, or varied settings. Thus, transportability suggests that while a
particular causal effect may be observed in a specific context or setting, there is no guarantee
that it will remain consistent when applied to different contexts (Pearl & Bareinboim, 2014).
Consequently, there are many factors to consider for causal claims, given the observed treat-
ment effects.

The treatment effect’s transportability may vary due to environmental conditions that
substantially impact social and economic structures. For instance, the climate in Somalia is a
central factor contributing to its widespread poverty (Pape & Wollburg, 2019b). Hence, even
though aid was given to areas with extreme weather, it might cause worse results due to
droughts or dust storms beyond human control. Additionally, some parts of Somalia have a
high-security risk, further complicating the treatment effect’s transportability. For example,
military groups can prevent aid delivery (Jaffer & Hotez, 2016). Thus, the treatment’s impact
is insignificant if it cannot be delivered to large parts of Somalia.

The initial wealth level may influence how people perceive the treatment effect. For ex-
ample, in areas where the estimated IWI is as low as 0.1, a 0.07 increase in IWI from aid
could nearly double their current wealth, significantly improving their socio-economic con-
ditions. Conversely, in regions with a higher initial IWI, an increase from 0.5 to 0.57, while
still beneficial, does not represent as dramatic a change. The stark contrast in potential ben-
efits underlines the necessity for targeted and effective aid distribution to the areas most in
need, particularly those on the lower end of the IWI scale. Therefore, it is crucial to consider
an area’s initial wealth before implementing future aid projects, as the same treatment effect
can have significantly different impacts on areas with varying levels of wealth.

Regardless of the treatment effect size, Somalia’s average IWI score is 0.3 (see Table 3.1).
This low score reflects the country’s broader economic challenges. According to Jaffer and
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Hotez (2016), Somalia has one of the least functional economies in Africa, which makes it
difficult to achieve significant treatment effects from aid. Additionally, although the average
wealth among the Somali population is low, we do not know the counterfactual scenario
of how the wealth would be without all the humanitarian aid. Therefore, this widespread
poverty underscores the country’s heavy dependence on aid, highlighting the importance of
considering how the aid is utilized among the population.

One major problem with assessing the effectiveness of aid treatment is the assumption
that Somalia will continue to receive similar aid levels in the future. However, Warsame and
Ireri (2016) highlights a notable decline in the humanitarian aid received in Somalia, primar-
ily due to a growing lack of trust in the local institutions tasked with managing this aid. A
decrease in aid is problematic because Somalia’s economy largely relies on it. Without such
amounts of aid, more people may end up in poverty, leading to future aid being used primar-
ily for short-term consumption and survival. This shift would reduce the overall ability of
the population to develop wealth. Therefore, the decline in aid underscores a critical assump-
tion: Aid effectiveness depends not only on the resources provided but also on the integrity
and capacity of the institutions that distribute and manage those resources, which affects the
validity of claims that future aid will be as effective as previously.

Despite assuming that aid positively affects wealth, the economic situation in Somalia
presents a complex paradox. On the one hand, Warsame and Ireri (2016) emphasizes that
the Somali economy relies heavily on economic aid. On the other hand, the same authors
argue that the focus should shift from providing future aid to rebuilding the economy. More-
over, Mohamed and Isak (2019) problematizes these strategies, observing a weak or nonexis-
tent relationship between foreign direct investment and economic development in Somalia.
This paradox complicates future decisions on whether aid should be the primary strategy
for poverty reduction. Since enormous sums of capital are involved, it is crucial to invest
them correctly. Although the results indicate a positive impact of aid on wealth, they do not
demonstrate whether it is the most effective anti-poverty strategy.

5.2 Probing the Methods

More data about settlement areas in Somalia is needed. This study’s approach has the ad-
vantage of investigating most of Somalia simultaneously. However, the dependent variable
(estimated IWI) includes only settlement areas according to the Global Human Settlement
Layer (Pettersson et al., 2023). When visually comparing the estimated settlement areas to
the underlying satellite maps, some settlement areas are missing from the data. This gap in-
dicates that the current definition of settlement areas needs to be complemented with more
data. Therefore, there is room for improvement by developing a more detailed dataset of
settlement areas in Somalia, which would provide more accurate estimates of poverty.

Imputed poverty estimates in Somalia appear to be a robust method due to their ability
to provide accurate assessments despite the lack of traditional survey data. Although the ab-
sence of DHS surveys in Somalia, Pettersson et al. (2023) estimated IWI demonstrated a strong
correlation (0.67, as seen in Figure 4.1) with regional field studies by UNICEF. Therefore, it
is beneficial to use satellite data and machine learning in Somalia to assess the estimation of
living standards, as observed in previous studies and other countries (Daoud et al., 2023; Jean
et al., 2016; Lobell et al., 2021; Yeh et al., 2020). Consequently, imputed poverty estimates are
a valuable complement to poverty estimations in areas that are otherwise very problematic
to study.

While satellite data offers advantages, the unit of analysis regarding treatment effects
presents challenges due to the differing unit levels in the data sources. For example, the
results suggest that treating an area increases wealth. However, the dependent variable (6.7
x 6.7 km resolution) is based on individually answered DHS surveys. Thus, the estimated
poverty levels are aggregated from surveys into a broader unit of analysis, leading to poten-
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tial mismatches. This issue is particularly relevant in Somalia, where estimated poverty val-
ues are imputed due to a lack of DHS surveys. This possible mismatch was a key reason for
validating the outcome variable by comparing results from individual-level data (UNICEF
2006 survey) aggregated to the regional level against those based on satellite data (Pettersson
et al., 2023). Hence, changing the unit level between satellite images and surveys introduces
complexities in estimating poverty accurately.

There may be future variability in measurements when using satellite data. The model’s
satellite data consist of cloud-free median values from Landsat 7, collected between 2000 and
2003. However, more advanced methods for correcting cloud cover are available, offering
the potential for improved results through better techniques to analyze the effects of inter-
ventions. Additionally, there are temporal differences in Landsat’s satellite data collection,
and future studies can leverage satellite data collected more frequently. Furthermore, people
can move, cities can expand, and administrative regions can change or disappear, but satellite
imagery stays the same. Hence, future studies in Somalia using satellite data may encounter
various measurement differences due to technological changes.

5.3 Work in Wider Context

The methodological approach in this study can be similarly applied to studying all African
countries receiving aid, assessing impact, and comparing results to identify what works well.
Moreover, this approach has multiple advantages. Firstly, satellite data provides global cov-
erage, allowing the study of places where ground-level data is scarce. This international
coverage is critical because it enables researchers to analyze regions that may lack reliable
ground-level data, providing insights into how aid affects development outcomes even in
the most remote locations. Secondly, such studies can be replicated at little cost, facilitating
better, more accessible, and easier monitoring of vulnerable regions. Hence, policymakers
can identify emerging poverty trends or challenges in aid delivery and improve the effective-
ness of anti-poverty programs. Thus, this method makes studying large areas all over Africa
possible.

Satellite imagery and machine learning offer considerable opportunities for collaborative
research in Africa. These technologies can effectively study economic and social factors in
the social sciences. For example, satellite imagery can track environmental change, while
machine learning can analyze economic and social data patterns. This interdisciplinary ap-
proach allows for a more comprehensive understanding of complex issues, leading to more
holistic solutions to sustainability challenges. Moreover, interdisciplinary researchers can
help by cross-validate findings, ensuring robust and reliable results. In this way, using satel-
lite imagery and machine learning promotes interdisciplinary collaboration, improving the
quality and impact of research on sustainability in Africa.

There are multiple possibilities to improve the efficiency of this research approach by op-
timizing and automating processes. For instance, future research can focus on enhancing the
data processing pipeline to keep pace with the rapid collection of satellite data. This opti-
mization would enable Somalia and other vulnerable nations to access previously unavail-
able, constantly updated data on regional conditions. Such advancements would improve
the timeliness and accuracy of information, facilitating better decision-making and resource
allocation. Consequently, there are opportunities to improve the satellite and machine learn-
ing approaches to study issues such as poverty interventions.

27



6 Conclusion

The primary objective of this study is to improve understanding of the effectiveness of anti-
poverty interventions in Somalia. Assessing the impact of these interventions is critical for
allocating future aid and comparing effectiveness across similar countries experiencing con-
flict or state instability. This study also enables the investigation of areas where confounder
and outcome data are difficult or impossible to acquire. There are three key research ques-
tions: How do anti-poverty interventions impact poverty levels in Somalia, how do machine
learning and satellite data increase understanding of poverty humanitarian aid across So-
malia, and how do satellite imagery-based machine learning models perform compared to
survey data in estimating poverty in Somalia? These research questions collectively aim to
analyze the effectiveness of anti-poverty interventions in Somalia comprehensively.

The Ordinary Least Squares (OLS) results indicate that areas receiving aid experienced an
increase in the International Wealth Index (IWI) by seven points. However, using a machine
learning framework that incorporated satellite imagery, the estimated effectiveness of the aid
was reduced to an increase of five IWI points. Additionally, the imputed poverty estimates
derived from satellite data strongly correlate with survey-based poverty estimates, indicating
that satellite-based measurements provide a reliable assessment of poverty across all settle-
ment areas in Somalia. These findings demonstrate the effectiveness of aid interventions and
validate the reliability of satellite-based measurements in assessing poverty, thereby support-
ing the study’s objective of understanding intervention impacts in Somalia.

This study’s key contribution is investigating the effects of humanitarian aid on poverty
in Somalia, a data-scarce and conflict-affected area. The methodological approach makes the
process efficient and cost-effective while enabling replication and expanding opportunities
to study sustainability-related issues in Somalia and similar countries. Consequently, newer
and optimized methods are crucial because Somalia is one of the world’s poorest countries,
making it critical to have possibilities to evaluate the effectiveness of humanitarian aid with
little ground data. In conclusion, this study underscores the potential of leveraging state-of-
the-art technologies like machine learning and satellite imagery to help fragile and conflict-
affected states. Hence, it promotes additional research to improve sustainable development
where needed most. ˝
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A Appendix

A.1 Definition of Aid Precision Codes

There are varying levels of precision in humanitarian aid delivery. Figure A.1 illustrates the
different definitions of humanitarian aid in Somalia based on AidData (2016).

Figure A.1: Descriptions of the precision codes of the investment coordinates.
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A.2 Reproducability

NB: THE FOLLOWING SUBSECTIONS ARE FOR EXAMINATION PURPOSES ONLY

Below is a description of the processes used to obtain the relevant data and perform the
analysis. The code itself is included as an addendum along with the thesis.

Getting Outcome Variable Data

This dataset was created using Pettersson et al. (2023) estimated poverty data for the entire
continent of Africa. Initially, it was necessary to restrict this data to the borders of Somalia.
This was accomplished in R using the ’sf’ package, which handles vector data, and the ’terra’
and ’raster’ packages, which manage raster data. These tools were used to trace Somalia’s
national boundaries from the estimated poverty data for all of Africa. Consequently, a dataset
was created that included estimated poverty data at a resolution of 6.7 x 6.7 km, along with
geographic coordinates positioned at the center of each observation. Furthermore, QGIS was
used to visualize and manage the data, as it is a dedicated Geographic Information System
(GIS). GIS systems simplify the management of geospatial data but do not allow the inclusion
of code for reproduction. Therefore, the R scripts that perform the download and analysis of
the datasets are included in a separate folder; however, several parts have been performed
in QGIS and cannot be included. In future work, this approach could be changed to perform
all steps in R. However, this would require a much greater understanding of programming
geospatial data.

Getting Treatment Variable Data

This dataset was created by importing AidData (2016) data on aid projects in Somalia into R.
Projects assigned to imprecise coordinates or unspecified locations were excluded. Addition-
ally, two cities that visually appeared to be outside the borders of Somalia were also excluded.
The highest precision available for coordinates was selected for each individual aid project.
Finally, each coordinate was linked to a coordinate for the dependent variable. This was ac-
complished using QGIS by calculating the closest Euclidean distance between each treatment
coordinate and each outcome variable coordinate. This process resulted in every estimated
outcome grid cell being classified as either treated or not.

Getting Control Variables Data

These variables were manually entered into an Excel sheet from the website Citypopulation
(2021). However, there are only 18 regions in Somalia, which made this an efficient way
to get the job done. This process also meant that this dataset did not require any further
cleaning since the values on the website were complete for all regional variables. Moreover,
these variables were added to the outcome and treatment dataset using QGIS by creating an
attribute table. An attribute table is a GIS method of handling a dataset for coordinates. This
process results in every coordinate (i.e., observation) having an estimated poverty level, a
binary variable indicating whether it is treated or not, and all control variables.

Downloading the Satellite Data

The objective was to obtain the median values of pre-treated Landsat 7 cloud-free satellite im-
ages from 2000 to 2003. Nevertheless, coordinates in the form of vector data were needed to
determine which areas to download. These coordinates were generated using the estimates
from the outcome variable, excluding all values without predictions (i.e., non-settlement ar-
eas). Moreover, the outcome variable was converted from raster to vector format. This selec-
tion of settlement areas was necessary to identify the satellite images to download and save
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space; for example, downloading satellite images for the smallest region in Somalia requires
700 MB, whereas downloading only images of settlement areas requires 100 MB. Therefore,
limiting the areas as much as possible was crucial to save space and computational time.

The vector data of settlement areas was then imported into Google Earth Engine (GEE)
using JavaScript. Moreover, the parameters in GEE were set from 2000 to 2003 for a me-
dian value over entirely cloud-free images. If this step is omitted, some images may have
substantial parts of the ground covered by clouds, making them unfit for modeling. Due to
difficulties downloading large data volumes from the Google Earth Engine, the downloads
were segmented by region in Somalia. Moreover, the downloaded satellite images were im-
ported into the GIS program QGIS. This step was necessary because the Google Earth Engine
downloads several separate satellite images over a region; hence, they had to be combined
into a single file per region. Furthermore, the satellite images were compressed using QGIS,
reducing their storage size from, for example, 100 MB to 60 megabytes. Once all the regions
were compressed and the satellite data was prepared, it was exported as TIFF files that could
be used in the CausalImages package.

The Validation of the Dependent Variable

First, QGIS was used to import both raster layers: estimated wealth and population. They
were then calibrated to have the same size through a process called resampling, which ad-
justs the resolution of the rasters so that the pixel sizes align in both layers. Consequently,
each pixel or grid cell was assigned the values for the number of people and the estimated
poverty in each cell. This alignment enabled the calculation of population-weighted estimates
of poverty in each region. The validation was performed in R by calculating the correlation
between the two approaches to estimate the poverty for every region and visualizing the
results with ggplot2.

OLS Regression Analysis

This analysis was conducted using the R programming language. We employed the sandwich
package for robust covariance estimation and the lmtest package for testing linear regression
models. We developed a series of linear regression models to evaluate the impact of a treat-
ment variable and other covariates, such as geographic coordinates, urbanization, population
estimates, density, and area, on the estimated IWI.

Causal Images Analysis

This section was done in R, using a package developed in collaboration with one of the main
developers of the packages (Connor Jerzak). Details are found in the guide available on the
package website 1. See the Methods section for more information about the modeling pa-
rameter selected in the causal image analysis. In big-picture terms, the package reads in the
satellite imagery as a tfrecord, processes it via image modeling arms, and optimizes model
parameters to predict treatment status. This prediction of treatment status is then used to ad-
just observations for their likelihood of treatment using inverse propensity score weighting.
Furthermore the package provides estimates of the ATE and also returns various diagnostic
visualizations.

1GITHUB.COM/CJERZAK/CAUSALIMAGES-SOFTWARE
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