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Theory of Causal Inference



What is causality?

• Definition. Y is a cause of Z if we can change Z by

manipulating Y .

• The problem. Conditioning is not intervention!

• Pr(Death|Smoker) 6= Pr(Death|Forced to become a smoker).

• Why?
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The problem, visualized
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Ingredients of causality

• Recall: the problem is that

Pr(Death|Smoke) 6= Pr(Death|do(Smoke)).

• As researchers, we need two other things to establish
causality:

• Randomization.

• Intervention.
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Randomization

• What does randomization buy us?

• Randomization ensures that treatment is not confounded with

other background covariates. That is, randomization ensures

that the background features of all my units are, in

expectation, the same.

• Otherwise, we might measure some treatment effect, but this

effect might be masking the fact that the treatment group

consists of all women, and the control group of all men. Here,

the impact of gender and treatment status would be

impossible to disentangle.
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Intervention

• What does intervention buy us?

• Definition. An intervention occurs when a single variable, say

Xi , is forced to take on some fixed value xi . The intervention

places the system under a new mechanism, while leaving other

variables unchanged.

• Intervention severs the link between the treatment and other

variables.

• Example. Tax cuts are often implemented in a recessionary

period to stimulate consumer spending. Thus, the simple

correlation between spending and GDP growth might be

negative. In an experiment, we sever the link between these

other motivations for a tax cut and the outcome of interest.

• Intervention trumps randomization (why?), but both are

important.
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Potential Outcomes

• In a simple experiment, each unit has two potential outcomes:

• Their outcome if they receive the treatment;

• Their outcome if they receive the control.

• The assignment mechanism is the rule for determining which

units treatment and control.
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Potential outcomes

7



Quantifying treatment significance non-parametrically

• How do we assess the significance of a treatment?

• If the treatment had no effect, the order of 0’s and 1’s in the

treatment vector should have no systematic patterns relative

to the outcome.

• If we shuffle the 0’s and 1’s in this vector into a new, random

order, the difference in means between the treated and control

groups should still be about as far from 0 as our real test

statistic.

• If we compute a large number of these new test statistics, our real

statistic should be similar to these values.
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Randomization tests, introduced

This procedure is called a randomization test.

• The test assumes: Stable unit treatment value assumption

(SUTVA). The treatment status of unit i does not affect the

outcome of unit j for all j 6= i .

• The null hypothesis is the sharp null. Yi (0) = Yi (1) ∀ i . In

words: outcome of all units is unaffected by treatment status.
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Randomization test

1. Compute observed test statistic, given your observed

treatment vector.

2. Create a new, synthetic dataset by leaving the outcome

variable unchanged, but randomly varying who “received”

treatment or control by permuting the treatment vector.

3. Repeat step (2) many times to obtain a distribution overall all

permutations of the treatment vector.

4. Compare the observed test statistic to the randomization

distribution.
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Randomization test, explained

1. The randomization is an example of a non-parametric
statistic.

• Non-parametric tests are “distribution-free” in the sense that

they do not assume that the input variables are defined by

some known distribution. The cost dropping distributional

assumptions is that nonparametric tests are generally less

powerful than their parametric counterparts

1.1 That is, when the alternative is true, they may be less likely to

reject H0 with a non-parametric test.

1.2 In other words, these tests are often conservative.
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Interference



Interference

The randomization test depends on SUTVA - the idea that my

outcome is unaffected by your treatment status. What if this

assumption is violated?

Violations of this assumption are called “interference.”
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Interference, depicted
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Examples of interference

The study of politics is rife with interference problems:

• Whether a canvasser visits my neighbor’s house might affect

whether or not I decide to turnout to vote.

• The total fraction of my neighborhood which has been visited

by a canvaser might affect whether I turnout to vote.

• The economic policies of one state might affect the policies of

the next.

• In short, politics is driven by interference—by how units affect

each other.
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Why does interference happen?

Possible mechanisms:

• Learning/information flow.

• Emulation.

• Interlinked utility functions.
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Is non-parametric inference still possible?

• Inference is still possible — but we have to now condition on

information about one’s social network.

• Why do we need to incorporate more information?

• Recall the setup from before - if we shuffle the 0’s and 1’s in

this vector into a new, random order, the difference in means

between the treated and control groups should still be about

as far from 0 as our real test statistic.

• Now, when I shuffle the 0’s and 1’s in this vector, this might

not be capturing the following: Even if my outcome was
unaffected by my treatment status, my outcome might
still have been affected by the treatment regime of other
units.

• In other words, the exact null breaks down in the presence of

interference. I can correct it by incorporating information

about the network.
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Exact inference with interference

Consider the four groups:

• 00 - group of units who were not treated and who had no

friends get treated.

• 01 - group of units who were not treated, but had at least 1

friend get treated.

• 10 - group of units who were treated, but who had no treated

friends.

• 11 - group of units who were treated and who had at least 1

treated friend.
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Exact inference with interference

• Assume no higher order spillover effects. That is, assume only

that my friends’ treatment status can affect my outcome, but

not my friend’s of friend’s treatment status.

• With this assumption, we can validly test hypotheses about
the following comparisons, using the null hypothesis of no
treatment effects and no spillover effects.

• 00 vs. 01 [tests for spillover effects on untreated units].

• 10 vs. 11 [tests for spillover effects on treated units].

• 10 vs. 00 [tests for treatment effect on units with no treated

friends].

• 11 vs. 01 [tests for treatment effect on units with at least 1

treated friend].
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Exact inference with interference

Why can we do this?

• People in 10 and 00 both have no treated friends. Thus, when

we can again assume the sharp null (of no treatment effect)

because we don’t have to worry that permuting the treatment

vector! We are conditioning on a sub-group of our data who

are assumed to be homogeneous.

Problems:

1. Doesn’t explicitly model the effect of additional treated

friends.

2. Assumes no higher order spillover effects.

3. Requires that we fully observe the matrix of connections

between units.
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