
Gov 2002 - Section 4 - Theories of

Dimensionality Reduction with Applications to
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Tweets and Political Communication



Tweets from Left to Right, Barberà et al. (2015)

• Data. Data from 3.8 million Twitter users. 150 million tweets

about 12 political and non-political issue were recorded.

Example issues — the 2013 government shutdown, the 2012

presidential election, the 2013 Boston Marathon bombing.

• Questions. (1.) Can we use Twitter data to estimate the

political preferences of users? (2.) How can we use Twitter

data to study polarization in online communications?
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Methods

• Train model on legislative speeches (where party ID is
known), and run it on Twitter language?
• This approach would be relatively crude. The population of

text from the House or Senate floor may be very different from

the population of text in online social media.

• Develop a latent space model of ideology?

Pr(Yij = 1|αi , βj , dij) = Logistic(αi + βj − dij),

where αi and βj are random effects that account for baseline

differences in the probability of being connected to other users,

and dij corresponds to the relative position of both users i and

j in latent ideological space.Possibly. Latent space models

involve a large number of parameters, so MLE is intractable

and MCMC is used. However, the Bayesian approach is

computationally inefficient for large-scale networks.
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Today

•• They decide to use Correspondence Analysis. Today, we will
answer:

• What is Correspondence Analysis?

• What are other methods for summarizing large datasets or

extracting latent variables?

• Today, we will focus on these methods, which are enormously

useful in empirical research.
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Principal Components Analysis

(PCA)



PCA, Goals

• Setup. Say I have a dataset that contains a large # of

interrelated variables.

• Goal. To carry out some analysis, I may want to reduce the

dimensionality of my dataset, while keeping as much of the

original variation as possible.
• PCA. PCA is one method for performing this dimensionality

reduction. I will transform my dataset into a set of new
variables which themselves will be uncorrelated. These
variables will be ordered such that the first new variable will
explain the largest amount of variation, the second will explain
the second largest amount of variation, and so on.
• Effectively, PCA allows us to remove dimensions of my data

which are flattest (i.e. which have little or no extra explanatory

power).

• PCA reduces the dimensionality (the number of variables) of a

data set by maintaining as much variance as possible. 4



Notation. Let X denote my dataset, where X = {x1, ..., xK}.
Assume that the columns of the data have zero mean:
1
n

∑N
i=1 Xi = 0.

• Let t(j) = (β(j))TX.

• Find β(1) such that Var(t(1)) is maximized and that

||β(1)||2 =

√∑K
k=1(β

(1)
k )2 = 1.

(β(1))∗ = arg maxβ(1) [Var(t(1))]

= arg maxβ(1)

1

N

N∑
i=1

(
β
(1)
k xk

)2
.
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PCA, Math Setup, continued

• Next, find β(2) that maximizes the variance, Var(t(2)),

(β(2))∗ = arg maxβ(2) [Var(t(2))]

subject to the condition that t(1)t(2) and ||β(2)||2 = 1.

• Continue in this same fashion for β(3), ..., β(K).
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In 2 dimensions
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In 3 dimensions
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PCA Interpretation

• PCA allows you to reconstruct the original data matrix in a way
that minimizes the squared distance between the original data and
its reconstruction, if you only allow that reconstruction to be k
dimensional, where k < K .

• You will prove this point in Stat 230 or in other multivariate

statistics courses.

• PCA reduces the dimensionality (the number of variables) of a

data set by maintaining as much variance as possible.
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PCA, Strengths

• Good reconstruction properties.

• There are no parameters to tweak and no coefficients to adjust.

• The answer is unique.
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PCA, Drawbacks

• Relies on the superposition principal of linearity to believe that the

data characterizes or provides an ability to interpolate between the

individual data points.

• Axes of largest variance may not actually be orthogonal (i.e.

principal components need not be perpendicular).

• PCA is based only on second-order statistics (variance). The data

thus bit Gaussian distributions very well, but perform more poorly

on datasets which cannot be characterized by the second moment

only.
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Correspondence Analysis (CA)



CA, motivated

• Similar to principal component analysis, but applies to categorical

rather than continuous data.

• Correspondence analysis is most often applied to contingency
tables, whereas PCA is applied for tables containing continuous
measurements.

• If one wants to analyze patterns of abundance, then use PCA. In

this case, X = {50, 20, 10} would be very different Y = {5, 2, 1}.

• If one wants to focus on patterns of relative abundance, use CA. In

this case, X = {50, 20, 10} would receive the same interpretation as

Y = {5, 2, 1}, since the two have the same relative profile.
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CA, continued

• CA can be interpreted as PCA applied on the data matrix, where

the data matrix has been normalized row-wise, and we use a

slightly different weighting scheme that takes into account the

relative nature of my data.

• Why did Barberà et al. (2015) use CA? We’ll come back to this

question.
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Independent Components Analysis

(ICA)



ICA, Motivated

• We saw that ICA was limited because it only considered second

order moments (i.e. variance).

• In many applications, the second order moments are not sufficient

to characterized the data. If data are not Gaussian, linear, and

stationary, higher order statistics are essential.

• PCA vs. ICA (a.) PCA maximizes the variance of a sequence of
linear combinations of the inputs. (b.) ICA maximizes the kurtosis
of a sequence of linear combinations of the inputs.

• In other words, PCA maximized the variance of linear combinations

of my data to enable a good reconstruction of that dataset.

• In ICA, we want to extract statistically independent linear features

from my dataset, while still having good reconstruction properties.
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ICA Use Cases

• We have independent latent, but non-Gaussian features of my
observations. I only see observables that are combinations of the
true latent features. Given the observables, I’m going to try to
extract my observables.

• Blind Source Separation Problem.

• Topics in documents.

• Use ICA if you suspect that components need to be derived based

on information beyond data spread, or that components may not

be orthogonal.
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ICA, visualized
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ICA, mathematical setup

• Given measurements, x1, ..., xP , find the βTj which maximize the

non-Gaussianity of βTj X. This is done by maximizing the kurtosis

of βTj X (since the excess kurtosis of a Normal is 0).

Kurtosis. A measure the “tailedness” of a probability distribution. It

quantifies the heaviness of a distribution’s tail. When kurtosis is high,

more of the variance is coming from infrequent but extreme deviations

from the mean (as opposed to more frequent, but more modest

deviations).

Kurt[X ] =
E[(X − µ)4]

(E[(X − µ)2])2
.
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ICA, math explained

In sum, ICA exploits the fact that my dataset will tend towards a

Gaussian distribution only if enough independent random variables

are combining together to form my inputs.

In cases where there isn’t sufficient polling, my data will be better

characterized as non-Gaussian, and ICA attempts to recover the

most explanatory latent non-Gaussian components.
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Back to Barberà et al. (2015)



CA in Barberà et al. (2015)

• Recall that Barberà et al. sought to use Correspondence Analysis

(CA) to extract the ideological position of Twitter users.

• Barberà et al. perform CA on the matrix Y, where Yij is a 1 when
there is a connection between user i and user j .

1. Note. Notice that, to ensure that the CA gave components relevant to

ideological leanings, they restricted the matrix of connections to users’

decisions about whom to “follow” regarding a subset of popular accounts

with high ideological discrimination (such as accounts of politicians).
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Validation checks

20



Results
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Results
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Results
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Results
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